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ABSTRACT
The automatic detection and classification of manmade objects in overhead imagery is key to generating
geospatial intelligence (GEOINT) from today’s high space-time bandwidth sensors in a timely manner. A
flexible multi-stage object detection and classification capability known as the IMINT Data Conditioner
(IDC) has been developed that can exploit different kinds of imagery using a mission-specific processing
chain. A front-end data reader/tiler converts standard imagery products into a set of tiles for processing,
which facilitates parallel processing on multiprocessor/multithreaded systems. The first stage of
processing contains a suite of object detectors designed to exploit different sensor modalities that locate
and chip out candidate object regions. The second processing stage segments object regions, estimates
their length, width, and pose, and determines their geographic location. The third stage classifies
detections into one of K predetermined object classes (specified in a models file) plus clutter. Detections
are scored based on their salience, size/shape, and spatial-spectral properties. Detection reports can be
output in a number of popular formats including flat files, HTML web pages, and KML files for display
in Google Maps or Google Earth. Several examples illustrating the operation and performance of the IDC
on Quickbird, GeoEye, and DCS SAR imagery are presented.

Introduction
Most imagery exploitation systems tend to focus on a single sensor modality such as SAR or MSI, often
emphasizing some unique algorithm within the system. Often, it is not clear what the different stages of
processing are, how they interact, and the nature of the information that is generated and output. The
IMINT Data Conditioner (IDC) is a flexible multi-stage object detection and classification capability for
processing pan/electro-optical, multispectral, synthetic aperture radar, and other kinds of overhead
imagery. Rather than emphasizing a particular algorithm, IDC provides a suite of algorithms capable of
exploiting different sensing modalities within an extendible software infrastructure.
IDC is divided into three stages of processing plus an up-front data reader/tiler and back-end product
generator (Fig. 1). All three processing stages are controlled by and communicate via a set of shared data
structures. A reader/tiler imports standard image products and partitions the data into a set of tiles for
processing. It also creates a data structure that is populated with sensor metadata, which is available to all
algorithms within the system. The first stage of processing contains an assortment of single image pixellevel anomaly detectors that detect and chip out candidate object regions. Depending on the sensor
modality, the anomaly detectors model the background in terms of its spatial, spectral, or textural
properties, detecting possible objects as statistical deviations from the background. Coarse filtering occurs
at this stage eliminating objects outside a size and shape range. Chipping allows the image tile to be
discarded after stage 1 processing. Stage 2 feature extraction algorithms operate on just chips. The
second stage of processing segments the object within the chip and fits an oriented bounding rectangle to
the object. The length, width, and pose of the object in pixel space are computed, and its geographic
location is estimated from a sensor model. The third stage of processing classifies the object into one of K
object categories plus clutter.
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The processing chain is defined by a control structure that specifies which algorithms to use along with
their operating parameters. A models file defines the size and shape of the objects we wish to find. The
physical dimensions of the objects of interest are projected into the image plane via the sensor model and
used in stage 1 to eliminate detections outside a range of sizes and shapes, and again in stage 3 to match
against the length and width of detected regions that are segmented from the image in stage 2.

Fig. 1 Software architecture showing three stages of processing (top) and data structures shared by all stages
(bottom). Algorithms include cluster-based anomaly detection (CBAD), bio-inspired target screener (BiTS), level set
detector (LSD), 2D feature extraction (2DFX), geolocation (GEO), feature-based classifier (FBC), and coarse
geometric classifier (CGC).

Stage 1 – Object Detection
A suite of algorithms are provided for different sensor modalities, resolutions, and clutter conditions. The
algorithms operate within a unified statistical framework, which models the background as a Gaussian
mixture. The input image is first divided into clusters to speed up processing. The number of clusters
depends on the background complexity (Carlotto 2006). To maximize efficiency and minimize
redundancy in the code, algorithms are embedded in a “harness” that supplies the following information
at each pixel location in the image:
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Set of background clusters and weights : Wb = {k1, k 2 ,...}, {$(k1 ), $(k 2 ),...}
The covariance matrices, one for each cluster, are inverted once at the beginning of the processing loop.
This results in significant savings over algorithms that require a matrix inversion at each pixel location.
The!local mean is computed within a window that slides over the input image left to right, down, right to
left, down, etc. adding values in the leading edge of the window while deleting those in the trailing edge,
further reducing computational complexity. A similar scheme is used to compute the local histogram of
cluster labels within the background window. Three anomaly detection algorithms are implemented
within the harness:
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The cluster-based anomaly detector (CBAD) finds pixels that are spectrally different from the global
background in multispectral and hyperspectral imagery (Carlotto 2005). At each pixel location, CBAD
! up the mean and inverse covariance from the cluster map and computes the Mahalanobis distance
looks
between the input vector and the cluster. The RneXt and order statistic algorithms are local (spatial)
anomaly detectors that can be used for any sensing modality. RneXt, which is a cluster-based
implementation of the RX algorithm (Reed and Yu 1990), computes the Mahalanobis distance between
the input vector and all clusters within the window and returns the minimum distance.
A biologically-inspired algorithm known as BiTS (Carlotto 2009) has been developed for higher
resolution pan/EO (single band) sensors. BiTS detects objects that are texturally different from the
background. The image is convolved with a bank of Gabor filters to generate a multiresolution feature
vector that is passed on to CBAD, which detects possible manmade objects as texture anomalies.
Since all of the anomaly detectors compute a Mahalanobis distance (2), their false alarm rate is
independent of the background type. This makes it possible to later combine and rank order detections
across all of the tiles within an image based on the value of their score (Mahalanobis distance). Three
detection options are provided:
•

Constant false alarm rate (CFAR) – thresholds the Mahalanobis distance (detection surface) and
labels connected regions.

•

Peak detection with lateral inhibition (Koch and Ullman 1985) – finds and labels local maxima in
the detection surface.

•

Level set detection (LSD) – tracks/labels compact regions that persist in the image (Appendix A).

A detection data structure is instantiated for each region within the size range of objects of interest.
Several features are computed at the end of this stage including centroids, bounding rectangle, score, and
pixel area. A square region around each detection is chipped out and stored in the detection structure.
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a) Output from stage 1. Red boxes delimit the spatial extent of the detection and the
green boxes are the chipped out area.

b) Output from stage 2. Red and green boxes are the average off the two
length/width estimates oriented in the pose direction ± one standard deviation.

c) Output from stage 3. Green is the measured length/width and red is the projected
length/width for the best-matching model.

Fig. 2 IDC processing of GD’s DCS SAR image (1804x902 pixels). Stage 1 uses the RneXt algorithm (10x10 center
and 50x50 pixel background window) followed by CFAR detection. The vehicles have the highest detection scores.
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Stage 2 – Feature Extraction
Stage 2 processing contains algorithms for estimating the length, width, and pose angle of each detection
(2DFX), its geolocation (GEO), and for discriminating between manmade objects and clutter using a
feature-based classifier (FBC). Stage 2 algorithms operate on the chip surrounding each stage 1 detection
rather than the full image tile.
Two 2DFX algorithms have been developed. Each algorithm computes two length/width estimates, which
are averaged. The variance is used as an estimate of the measurement error for vehicle classification in
stage 3. 2DFX-1 is best for optical imagery when objects have low contrast relative to the background but
have good edge structure. Pose is estimated using a weighted gradient angle histogram that is computed
within the chip. Generally the peak angle in the histogram occurs in the direction of the longest edge (this
is sometimes violated for tall objects at low illumination angles). Length and width in the pose direction
are estimated from the detection region, and by integrating a “mass” image derived from the edges. The
former is achieved by rotating the detection region by the pose angle and computing its bounding
rectangle. The latter computes a “mass” image from the edge magnitude, which is also rotated by the pose
angle. Mass values are summed across the chip along lines in the pose direction. Let mi ( j) be the
normalized mass distribution along the i-th line. Define m0 to be a fraction of the total mass (typically
0.9-0.99) presumed to contain most of the object. Let jL and jH be lower and upper pixel coordinates
along this line where
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The average of these differences is calculated over all lines in the pose direction and used as an estimate
of the length of the object. The process is repeated along lines perpendicular to the pose direction to
estimate the!width of the object.
2DFX-2 is used when objects have high contrast but poor edge structure, conditions that often apply to
SAR. The pose angle is determined by summing a mass image derived from the SAR magnitude in all
directions and finding the direction that maximizes the length/width ratio. The same method described
above is used for estimating the length and width for a given mass fraction m0 .
Two options exist for determining the geographic coordinates of a detection. Over small areas at low SAR
depression angles or when an optical sensor is close to nadir, an affine transform can be used to compute
the latitude and longitude ( " ,# ) from the pixel coordinates of a detection
( x, y) :
!
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A rational polynomial coefficients (RPC) model:
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is also provided for situations where an affine model is not sufficiently accurate.
In applications where it is possible to distinguish objects of interest from clutter using a set of exemplars,
!
a feature-based classifier (FBC) can be executed in the processing chain. Let X = { x m} be a set spatiospectral features computed over a chip; e.g., the Gabor features used in BiTS (Carlotto 2009), and
Y = { y 0 , y1} be object and clutter likelihoods. The FBC is first “trained” with Q object and clutter chips,

!
!
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which are stored in a database. At run time, a support vector machine (SVM) estimates the object/clutter
likelihoods of a detection from its chip and the set of exemplars :
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where X * is the feature vector of the chip, d is a distance function, and Y * are the computed
likelihoods from which the object and clutter probabilities can be determined. When FBC is not used, the
probability that a detection is!a manmade object is computed from the detection statistic (2).

!

!

!

Fig. 3 Feature-based classification. Objective is to find
instances of a specific object (in this case tanks) in
Quickbird imagery over Eglin FL. Stage 1 processing uses
the LSD on the pan band. All three images processed
with the same object/clutter database of exemplars.
Boxes colored red if p(object) > p(clutter) and green,
otherwise. Objects circled in red. All tanks detected with
no false alarms. (Imagery courtesy Google Earth/
DigitalGlobe/Tele Atlas.)
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Stage 3 – Object Classification
Stage 3 consists of a coarse geometrical classifier (CGC) that uses the length and width computed at stage
2 to classify detections into one of K object classes. For each detection, the set of object models under
consideration are projected into the image plane using the appropriate sensor model and parameters from
the image metadata. Object pose is determined from the measured region pose. The length and width of
the projected model is compared
to the length and width of a detection (in image space) and used to
!
estimate a set of class likelihoods.

b) Projection of point on object (a vertex) to a
point in the image space

a) 3D object (scene) and 2D region (image) coordinate systems.

Fig. 4 Object and image space geometries for coarse geometric classifier (CGC)
Fig. 4 depicts the 3D object and 2D image coordinate systems. When the sensor is far from the scene
relative to the field of view, 3D object coordinates map to image coordinates by way of an oblique
parallel projection. Without loss of generality we can assume the v-axis of the sensor is aligned with the
y-axis of the object:
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where " is the elevation angle of the sensor, " and the rotation angle of the object in the scene relative to
the x-axis, and a is the ground sample distance. (The actual transform used is determined from the sensor
!
metadata.) When the sensor is directly overhead ( " = 90°), the pose angle measured in the image plane is
the same as the pose angle measured
! in the scene, " = # . As the elevation angle decreases, the measured
!
pose decreases due to foreshortening
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Inverting this equation, the true pose as a function of the measured pose is:
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The region pose measured by the 2DFX algorithm in stage 2 is converted to the object pose by the above
equation and used along with the sensor elevation to project the object into the image plane, from which
the length and width extents are computed. Let y k = [length, width]T be the estimated length-width vector
from the k-th model, and x be the length-width vector of a detection. The likelihood that the detection is
an instance of the k-th object is
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where b and C are the mean (bias) and covariance of the measurement process. We assume the
length/width errors are unbiased and i.i.d., and use the variances computed by the stage 2 algorithms as
estimates.
!

! data, a different sensor model is used. Otherwise, the processing is the same. Again, assuming
! For radar
the v-axis of the sensor is aligned with the y-axis of the object (i.e., range increases bottom to top) the
projection is:
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where " is the depression angle.
Classification performance
depends on: the length/width accuracy of the 2DFX algorithm, the difference
!
in size of the objects we wish to discriminate, and the sensor geometry. Fig. 5 summarizes test results
! from an MSTAR data set, where depression angles varied between 10-20°. In studies with simulated data
we found the length/width estimation errors increase as the elevation angle decreases for optical and the
depression angle increases for SAR.

Size of MSTAR vehicles (in meters)

Fig. 5 MSTAR classification experiment. 1378 chips
processed by CGC. Length/width of object classes (left).
Length/width estimation statistics (above). Classification
accuracy is 26% across the above five classes. Performance
is poor because some classes have similar length/width. For
the 2-class problem (T72 vs. BTR60), accuracy increases to
81% since the objects have significantly different
length/width.

The output from stage 3 is a list of detections rank-ordered by their score, which depends on their salience
(value of detection statistic) computed at stage 1, object probability computed at stage 2, and maximum
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likelihood value computed over all object classes (stage 3). The object likelihood vector is normalized
with the likelihoods summing to p(object), and p(clutter) = 1 – p(object).

a) Stage 1 detections using BiTS algorithm.
b) Top detections displayed in KML on Google Earth.

d) Detected vehicles over this area. Notice the changes.

c) Google Earth image over area of interest.

Fig. 6 Detecting vehicles near Mumbai, India in GeoEye pan imagery (Source imagery courtesy GeoEye Inc. Google
Earth imagery courtesy DigitalGlobe/Google)
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Examples
We conclude with two examples illustrating the operation of the IDC on GeoEye pan imagery 1. Fig. 6
illustrates the detection of vehicles near Mumbai, India. BiTS detects manmade objects as anomalies in
the background texture (a). Top-ranked detections are exported as a KML file and displayed on Google
Earth (b). Comparison of the base Google image (c) with the detection chips (d) shows the appearance of
a number of vehicles. Clicking on one of the KML placemarks gives a textual report; e.g.,
Detection_0_0: p(Object) = 0.948971. Object may be a kind of TRUCK with
confidence 0.967780 based on its estimated dimensions (4.75 x 3.00
meters oriented 179.09 degrees w.r.t. north).

A second example involves the detection and classification of vehicles near the pyramids in Giza, Egypt
(Fig. 7). Stage 1 processing uses the LSD algorithm to detect possible objects, stage 2 discriminates
objects (vehicles) from clutter, and stage 3 classifies vehicles. Bar graphs (a-d) depict (from left to right)
the likelihoods for “clutter”, “bus” and “sedan”. A detection is classified as clutter (green) if p(clutter) >
p(object), or a vehicle (red), otherwise. If we lower the object/clutter threshold, all vehicles are classified
correctly.

a)

b)

c)

d)

e) Classification image showing vehicles outlined in red and clutter in green.

Fig. 7 Detecting and classifying vehicles parked next to one of the pyramids in Giza. (Imagery courtesy GeoEye Inc.)

1

GeoEye-1, built by General Dynamics Advanced Information Systems for GeoEye Inc., provides 41 cm pan and
1.65 meter multispectral imagery in 15.2 km swaths. The spacecraft flies in a sun-synchronous orbit at an altitude of
684 km and an inclination of 98 degrees, crossing the equator at 10:30 AM local time.
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Summary
Developed over a ten-year period, General Dynamics IDC is an automated multistage imagery
exploitation capability for detecting and classifying manmade objects in multisensor imagery. It contains
a data reader/tiler that converts standard imagery product formats (plus metadata) into an internal
representation for processing. A multi-threaded design supports parallel processing for increased
throughput. The IDC provides a flexible processing chain capable of exploiting pan/EO, MSI, SAR, and
other sensor types. Detection reports can be output in a number of popular formats including flat files,
HTML web pages, and KML files for display in Google Maps or Google Earth.

Appendix A – Level Set Detector
Thresholding is a simple method for detecting objects that differ in contrast from the background. In
practice, thresholds must be adjusted dynamically since object and background brightness vary between
and within images. The RX algorithm (Reed and Yu 1990) computes thresholds assuming a specific
object size; however, there are few robust method for detecting compact objects of unspecific size.
Level sets have been proposed for a variety of problems in image processing and computer vision (Tsai
and Osher 2003). The level set of a 2D function f ( x, y) is a set of curves (contour lines) of the form:

{( x, y) f ( x, y) = c}

(A-1)

where c is a constant. Sets of the form !

{

} {

}

! ( x, y) f ( x, y) " c , or ( x, y) f ( x, y) > c

(A-2)

are called sublevel sets, and are binary images.
Fig. A-1 shows a 1D signal thresholded at three different
!
!
levels. Each produces a binary output that is “on” if the
signal is greater than the threshold, or “off” otherwise.
Imagine a tracker that associates “on” regions that overlap
in “threshold space”. In this context, “tracks” are “on”
regions that persist over a contiguous range of thresholds.
The longer a region persists (without splitting in two or
merging with another region), the longer the track.
For 2D object detection it is conjectured that binary regions
(connected groups of “on” pixels) that persist in threshold
space correspond to perceptually-salient regions in the
image. Instead of simple thresholding, the level set detector
(LSD) thresholds the image at finely-spaced intervals over
the dynamic range of the data. A region tracker associates
connected regions at different thresholds and builds a set of
tracks from the resulting set of binary images. The length of
Fig. A-1 LSD algorithm tracks connected
the track is used as a detection statistic. Although it differs
regions over “threshold space”.
in nature form the Mahalanobis distance used by the other
detectors (2) it is used in the same way by downstream processing stages in the IDC. Fig. A-2 shows the
LSD output of one of the images processed earlier. The three vehicles in this image are among the top 10
detections.
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a) Eglin image containing vehicles. (Imagery courtesy Google
Earth/Tele Atlas)

b) LSD output (track length)

Fig. A-2 Eglin image (left) and LSD output (right). Searching for tanks in this image at this resolution, connected
regions from 22x11 to 46x25 pixels in size were tracked over 100 level sets that span the dynamic range of the data.
Tracks shorter than 10 level sets were eliminated. Surviving tracks are displayed in terms of their length (persistence)
where the brightest boxes correspond to the most persistent detections.
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